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Abstract 
When collaborating on projects, 

developers and researchers often use 

collaborative technologies such as blogs, 

wikis, instant messaging and version 

control systems. However, these are 

disparate technologies without an 

underlying framework for deriving 

meaningful information from them as a 

group, such as search or history analysis. 

 

The BigBrother TSP project aimed to 

produce and investigate a system that 

allows for the integration of data from 

such collaborative technologies. This 

report will outline the technologies used in 

the project, design decisions and the 

outcomes of the project, which included a 

working implementation of the indexer, 

data source readers and tools to query the 

system. 

Project description 

Project rationale 

In both group and individual projects, it is 

not uncommon for a variety of media, 

such as blogs, wikis and instant messaging, 

to be employed as a means of 

communication between participants and 

documentation for later use. Although 

each of these systems allows for recall of 

the information later, it may be useful, in 

these collaborative environments, to query 

a range of data sources at once, and to 

write queries that span a wide variety of 

sources. Furthermore, the interface to 

these systems may be clumsy (such as 

searching text file logs of conversations), 

or the means by which they are stored 

inhibits easy access by others who may be 

interested in the information. 

By gathering data from these systems into 

one place, it would then be possible to 

garner a holistic view of a project. For 

example, a birds-eye view of a project 
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could allow trends to be observed in the 

behaviour of participants in the project, or 

keywords gathered may form the 

vocabulary for speech recognition systems 

that require them. 

 

Project scope 

The project’s original aims were to develop 

a system that would aggregate data from a 

variety of sources, in particular those used 

at ViSLAB1, and allow for flexible querying 

based on certain natural associations in 

projects (“What blog posts were made 

when we changed the colour scheme from 

blue to pink?”). This firstly required the 

identification of a suitable framework for 

indexing. This choice of framework, 

namely Apache Lucene2, later influenced 

our decision to implement support for 

text-based sources only. The potential of 

queries, while more restricted than 

initially planned, was demonstrated by the 

implementation of the history viewer. 

                                                        
1 http://www.vislab.usyd.edu.au/ 
2 http://lucene.apache.org/java/docs/ 

Literature review 

History flows 

 

Viégas, Fernando B.; Wattenberg, 

Martin; Dave, Kushal. “Studying 

Cooperation and Conflict between 

authors with history flow 

Visualizations”, CHI 2004 Paper, 

Volume 6, Number 1 

 

This paper examines collaborative 

patterns on Wikipedia with history flow 

visualisations, which are a way to 

represent page histories graphically. As 

illustrated in Figure 1, a history flow 

diagram consists of coloured bands for 

each contributor; the movement of text 

written by that contributor around a 

particular wiki document is represented 

by the vertical movement of the bands, 

whose width is proportional to the length 

of the sentence in question. 

 

The authors noted that new technologies, 

such as wikis, favoured consensus more so 

than traditional communities did. The 

history flow was the tool of choice to 

enable trends, previously locked in textual 

histories, to become visible. The authors 

used this visualisation to examine such 

things as vandalism, edit wars and 

changes in the length of a page over time. 

The visualisation is particular effective in 

allowing study of these features because 

large, or repeated, changes in the page are 

easily seen by inspection. Social features 

of collaboration could also be investigated; 

the authors concluded that “first-move 

advantage” concerning initial text exists 

on Wikipedia. 

Figure 1 History flow visualisation of the IBM article on 

Wikipedia (from 

http://www.research.ibm.com/history/results.htm) 
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Application 

The BigBrother project views this type of 

visualisation with interest, as it 

demonstrates a potential means by which 

the data collected in the system can be 

presented in addition to the textual 

representation of documents. For example, 

the history flow concept could be extended 

to cover not only wiki-based documents, 

but also the cumulative volume of blog 

posts or code, where the documents to be 

examined by the representation are 

selected by means of a query. 

Semantic blogging 

 

Cayzer, Steve. “Semantic Blogging 

and Decentralized Knowledge 

Management”. Communications of 

the ACM, December 2004, Vol. 47, No. 

12 

 

 

In this paper, the author identifies a need 

to store, annotate and share snippets of 

information, noting that email is too 

transient, whereas a database is too formal. 

The system described in the paper uses 

RDF graphs as part of the Semantic Web 

to allow for the chaining of annotations of 

blogs; this then allows for inference based 

querying. He envisages “rich queries”, 

which are extended queries such as “Find 

all blog items about my friends”. 

Application 

The relevance of this paper to the project 

is that it provides the context in which this 

work is occurring. In particular, the 

recognition of a need that disparate 

sources of information need to be 

aggregated is a common thread, but we 

note that the idea of manual annotation 

does not directly extend to our system, 

except in the manual setup of the 

user/project system (covered later). 

 

An interesting feature of this paper is that 

it recognises the limitations of blogs as an 

information source. The signal-to-noise 

ratio in particular was identified. Statistics 

were also given that showed that blogs 

have not yet infiltrated extensively into the 

corporate world, which could affect the 

usefulness of the system we are developing 

outside of the academic arena. 

 

Survey results 
In order to gain an insight into how the 

various collaborative technologies are 

being used at ViSLAB, we conducted a 

small, informal survey of ViSLAB 

members3. The survey also inquired about 

features that ViSLAB members felt would 

be useful in collaboration. 

Blog 

In our survey, we posed questions relating 

to these aspects:  

• Frequency of use  

• Whether the current search 

functionality is sufficient  

• Whether the user is comfortable with 

ViSLAB members, or the general 

public, searching their blog  

All users surveyed replied that they did 

use the ViSLAB blog, although with 

differing frequency. Some users rated “I 

contribute to the ViSLAB wiki” more 

                                                        
3 http://people.vislab.usyd.edu.au/~elau/bbsurvey/ 
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highly than “I contribute to the ViSLAB 

blog”. A majority of users employ the blog, 

which has higher visibility than the wiki, 

to post on project milestones. Most users 

report that they post to record information 

for later use, and all users agree that the 

current search functionality is useful in 

locating this information. All users 

support the principle of allowing both 

ViSLAB members and the public to search 

their blog entries, which is in accord with 

the already public nature of the ViSLAB 

blog.  

Wiki 

For most users, the wiki is a repository for 

information in which they are free to write 

in detail than otherwise feasible in a blog 

entry. In contrast to blogs, wiki pages are 

easy to structure, and again the majority 

of users take advantage of this. Users 

appear to be less satisfied with the search 

facilities provided by the wiki, a number 

giving a neutral response to the question 

of whether they find it difficult to find the 

page they are looking for. As expected, 

users tend not to digress, or write on non-

project topics to the extent that they do on 

the blog. Once again, all users agree to 

allow both ViSLAB members and the 

public to search their wiki.  

Instant messaging 

There is great variance in the degree to 

which users employ instant messaging (IM) 

as a collaborative tool. In actual fact, in 

practice voice chat is seldom used, 

researchers preferring to employ instant 

messaging by text. In general users find it 

more difficult to pinpoint information 

derived from IM logs than in other media. 

Furthermore, logs of conversations 

conducted over an instant messaging 

service are not generally publicly available, 

and most users are reluctant to allow their 

logs to be searched by ViSLAB members 

and especially the general public. However, 

it was not made sufficiently clear in the 

survey that logging would not be global 

across all conversations but rather a 

facility provided at the user's request.  

Version control 

All users but one employ Subversion or an 

analogous version control system to 

manage their projects. Those users who 

post prior to certain commits will prefer 

the blog over the wiki. All users are happy 

to allow ViSLAB members and the general 

public to search their commit history. In 

addition, it is most common for users to 

discuss commits via IM either shortly 

before or after they do so.  

Integration 

This section asks users whether they 

would be interested in a convergence of 

search functionality for the above media. 

In this section we posit a number of 

possible directions for our project and we 

ask how desirable users would find each of 

these. Users are interested in ways of 

visualising aspects of a project, and 

applying summarisation techniques to 

their documents. 

 

All users reported that they do query for 

information from one of the above sources 

on a regular basis. Furthermore, nearly all 

users agree that a unified search facility 

would be of value. Most users feel that the 

ability to search on proximity to events 

rather than time periods is useful.  
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System design 

Indexing architecture 

The basic aggregator architecture utilises 

the producers/consumer paradigm and 

consists of multiple Readers (data sources) 

together with a single Indexer. Each 

Reader corresponds to one medium such 

as the blog, or a wiki. Instead of 

communicating directly with the Indexer, 

each Reader will poll its source for 

information, and then dump that 

information to disk. Writing the extracted 

data to disk has several advantages: 

• Supposing a major update to Lucene 

renders indices produced with the old 

version incompatible with the new 

engine, we can rebuild the index using 

Figure 2 A visual representation of the BigBrother system. Readers are decoupled from the indexer and run 

independently. The indexer then retrieves the documents and uses information from document type 

descriptors to construct a Lucene document that can be inserted into the index. 
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archives of extracted data that we have 

retained. 

• For testing purposes, we can insert our 

own documents for the Indexer to 

index: the alternative to this is to write 

another Reader that is able to feed 

arbitrary data into the system. 

• Reader programs can be quite simple 

and do not need to deal with other 

potential mechanisms such as sockets 

or reflection. 

 

The system is asynchronous in the sense 

that indexing and data collection are not 

coupled: rather we have producers (the 

Reader subclasses) which offer data, and a 

single consumer (the Indexer) which 

processes the data. In doing so we avoid 

issues of multiple Readers being in a state 

of contention for the single resource, that 

is, the Indexer. The original design had 

multiple Readers registered with a single 

Indexer, with each registered Reader 

spawning an IndexerThread. In this 

design, each Reader performs its own data 

capture and stores extracted documents in 

a document queue. Subsequently the 

IndexerThread was intended to poll each 

of the Readers for captured data at an 

interval set by the Reader. Although data 

capture in the original design is similarly 

asynchronous, the use of file system 

objects was decided to be a simpler way of 

achieving the same effect. If the current 

design has any single major disadvantage, 

it is that depending on the source, it may 

be possible for a large number of small file 

system objects to be generated, which can 

result in internal fragmentation on some 

file systems.  

When Readers are meant to be run 

continuously as background processes, it 

is convenient to run the Reader in a 

detached session of GNU screen4, which 

will continue to execute even after the user 

has logged out of a shell.  

Indexer 

The indexer maintains a directory 

structure under its basepath bbdata:  

• bbdata/incoming - Individual 

Readers should deposit their 

documents here (this is the “incoming 

holding tray” in Figure 2) 

• bbdata/index - The Lucene index 

backing the application  

• bbdata/archive - As mentioned 

above, we would like to give the user 

the option of retaining extracted 

documents in case re-indexing is 

required.  

Readers 

Readers are required to produce files in a 

standard text-based format for the indexer 

to accept. This file format, demonstrated 

in Figure 3 is very simple: the first line is a 

magic string, which is the same in each 

document. The second line is the name of 

the descriptor (as described in the 

subsequent section) which will be 

associated with the document. Each 

subsequent line until an end-of-file token 

describes attribute-value pairs. A line 

defining an attribute-value pair is of the 

form 'key=value', and values spanning 

multiple lines have each new line preceded 

by a single backslash ('\'). By convention 

attributes may not contain the character 

'=', nor start with the backslash; the role of 

conventions is a key theme that will be 

developed later. 

                                                        
4 http://www.gnu.org/software/screen/ 
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Conceptually, any program that is able to 

write the file format expected by the 

indexer is a BBReader. This creates much 

flexibility in developing further data 

sources, as we are not tied to developing it 

in the Java programming language. For 

example, if it arises that no package exists 

for a reading given data source in Java, we 

are free to develop it in a language that 

provides the missing functionality. 

 

The system allows different instances of 

the same kind of reader to be running 

concurrently, with RSSReader instances 

invoked dynamically through Java 

reflection such that new Readers can be 

added without the prior knowledge of any 

other part of the system. This is done by 

the RSSReaderInvoker, which reads in 

small configuration files in order to 

correctly invoke and register instances of 

RSSReaders. We acknowledge that this 

functionality could be generalised to 

arbitrary Readers implemented in Java. 

Conventions 

It is most convenient, due to this 

separation of the indexer and the readers, 

to perform any transformations of the data 

at the reader stage as opposed to reader-

specific interpretation at the indexer stage. 

By placing transforming the reader-

specific fields into common fields, we 

allow properties of documents to be 

searched regardless of the original 

document type. Although it is undesirable 

to enforce a mandatory set of fields, the 

recommended set of fields is: 

• cdate (canonical date in the form 

yyyymmddMMhh) – this is required as 

most data sources present dates in 

different forms 

• description (the full text for the 

item) – this is required to 

meaningfully refer to the actual 

document being indexed 

• sourceId (a unique identifier 

denoting the source of the document) 

– this is required because it is possible 

for a group of collaborators to use two 

BigBrother is watching you! 

BlogReader-1.0 

comments=http://blogs.vislab.usyd.edu.au/index.php?p=2855&c=1&tb=1&pb=1#comments 

sourceId=vislab-blog 

title=BigBother 

description=We had a sell-out crowd at our demo last Wednesday (standing room only in 

Vislab!), but we were missing an essential element, namely our second supervisor, so we have 

proposed to hold a repeat demo next week together with our report, as Daniel and I finish our 

exams this Friday. 

category=General 

guid=2855@http://blogs.vislab.usyd.edu.au 

pubDate=Mon, 19 Jun 2006 04:38:45 +0000 

link=http://blogs.vislab.usyd.edu.au/index.php/EnochLau/2006/06/19/bigbother 

sourcePath=http://blogs.vislab.usyd.edu.au/xmlsrv/rss2.php?blog=1 

author=EnochLau 

cdate=200606191438 
nomorefields 

Figure 3 An example of the files produced by readers, showing the magic string and key/value pairs. The 

second line in the document is the document type. 
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wikis, for example; the documents 

would be identified with the same 

document type, yet there needs to be a 

way to distinguish the document’s 

origin. 

• author – this needs to be identified 

for the search components 

Maintaining descriptors 

A descriptor is a small file which contains 

a single line for each field that occurs in 

the documents produced by a reader. 

Despite our desire for the indexer to be 

oblivious of the existence of the readers, 

the need for descriptors is necessitated by 

the desire to avoid repeating indexing 

instructions in every file placed into the 

incoming directory. One descriptor can 

describe multiple readers, but each reader 

naturally only relies on a single descriptor. 

The descriptor informs the BBIndexer as 

to how each field is to be indexed. Lucene 

allows two orthogonal indexing options: 

indexable or non-indexable, and tokenised 

or non-tokenised. The following are 

typical applications for combinations of 

these options: 

• Indexable, tokenised text: natural 

Figure 4 The class diagram for the indexer part of the program. BBIndexAccessor provides a single view on 

the Lucene index, supporting addition, deletion and querying. BBDescriptorManager holds a pool of 

descriptors for repeated use by the indexer. User and project data are stored in the index itself as documents, 

which is why BBProject and BBUser inherit from BBDocument. BBProjectManager and BBUserManager adapt 

the BBIndexAccessor to provide specific functions to deal with their respective duties. 



BigBrother TSP Project Report 

Page 9 of 17 

language text which is intended to be 

returned directly from a query, 

generally short items such as 

descriptions or summaries (blog 

entries and wiki diffs tend to be small 

enough for them to be indexed this 

way)  

• Indexable, non-tokenised text: URLs, 

dates, and other non-text identifiers  

• Non-indexable, tokenised text: 

Generally items of full text where the 

text length is large, or the original 

contents of fields prior to 

transformations performed during 

indexing  

• Non-indexable, non-tokenised text: 

Attributes and data private to the 

application  

Client/server architecture 

The main indexer program is a server that 

allows clients to connect to it via sockets. 

Although the indexer contains its own 

command-line interface, the advantages of 

allowing arbitrary connections to the main 

indexer are that it would permit more 

users to access the information in the 

index at any given time, as well as act to 

separate the user interface from the main 

indexer. For example, it would be 

unwieldy to implement a history graph 

viewer on top of the indexer application. 

Using Lucene 

Choice of Lucene 

Apache Lucene is a text information 

retrieval engine written in the Java 

programming language. It serves as the 

backend and foundation of the query 

system presented here. At the most basic 

level, Lucene indexes documents, which 

are arbitrary pairs of keys and attributes, 

and then allows queries to be executed in 

order to return some subset of those 

documents. (This is in contrast to a 

database, where the fields in a particular 

table define the fields of records in that 

table.) 

Figure 5 The server components of the program. BBServerThread waits for connections, while a new 

BBServerConnection handles each new connection. BBClientSession acts as the authentication token. 
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Our choice of Lucene over other 

alternatives such as Zettair5 and Lemur6 

were due to several factors: 

• Lucene is in active development; the 

last release of Zettair is over a year old 

• The Lucene API is fairly clean, and 

exposes common operations in a 

consistent manner 

• Recent builds of Lucene support 

querying for result sets based on the 

values of more than one field 

Lucene fundamentals 

In Lucene, a document index is created 

through an instance of IndexWriter. 

IndexWriter is instantiated with three 

arguments: IndexWriter(String 

path, Analyzer a, boolean 

overwrite). The first specifies the path 

into which the index should be written. 

The second parameter specifies the 

subclass of Analyzer to be used. An 

Analyzer is simply an arbitrary 

preprocessor which is intended to perform 

simple tasks such as stopword and 

punctuation removal. The class 

StandardAnalyzer transforms a given text 

into lowercase, and removes English stop 

words. Although it may seem that 

converting indexed text into lowercase 
                                                        
5 http://www.seg.rmit.edu.au/zettair/ 
6 http://www.lemurproject.org/ 

would mean that information would be 

lost, in a typical application, the indexed 

text is only searched against, and in the 

event of a match, the original text would 

be retrieved and presented to the user. It 

is straightforward to implement custom 

Analyzers by extending the base class and 

chaining filters together, as 

demonstrateed in Figure 6. The third 

parameter specifies whether the path 

given as the first argument is to be 

overwritten, or appended to. 

 

A discrete data item in the indexer is 

known as a Document. An instance of 

Document contains Fields, which are the 

searchable categories for a given item. The 

most relevant way to construct a Field 

associates a String value with a String key:  

Field(String key, String value, 

Field.Store storePolicy, 

Field.Index indexPolicy). The first 

two parameters are straightforward: the 

remaining two specify how the data is to 

be indexed. The third parameter, either 

Field.Store.YES or Field.Store.NO, 

determines whether this field should be 

searchable. The fourth parameter, 

generally either Field.Index.TOKENIZED 

or Field.Index.UN_TOKENIZED, 

determines whether the text of the field 

should be preprocessed with the instance 

of Analyzer passed to the IndexWriter. 

public class BBAnalyzer extends Analyzer 

{ 

 public final TokenStream tokenStream(String fieldname, Reader reader) 

 { 

  return new PorterStemFilter( 

    new StopFilter( 

    new LowerCaseTokenizer(reader), StandardAnalyzer.STOP_WORDS)); 

 } 
} 

Figure 6 The Analyzer used in the program that utilises stemming, removal of stop words and lower case 

comparison for a more natural search. 
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Given an instance of Field, we simply use 

the add method of Document to insert the 

field into a Document instance. The 

interface for Document also allows us to 

weight a search in favour of particular 

fields. Finally, we can call the method 

addDocument of IndexWriter in order to 

index a given Document. 

 

This is all the functionality we need to 

index documents. Querying is through a 

query language7, although the parse tree 

can also be constructed programmatically. 

BBIndexAccessor 

In Figure 4, it can be seen that the 

program uses a custom class called 

BBIndexAccessor to interface with the 

Lucene index. The reasons for wrapping 

the Lucene classes are as follows: 

• Lucene only permits one object to hold 

the write lock to the index, and thus 

centralising write access to the index is 

desirable. 

• Document updates in Lucene consists 

of searching for the existing document 

to retrieve a document id, followed by 

deleting the document, and then 

reinserting the document. This 

common operation is cumbersome to 

perform, so a wrapper assists with this. 

• When documents are added or deleted, 

any objects currently reading the index 

will not see any changes. By 

centralising writing to the index, we 

are able to ensure that read/query 

operations on the index are performed 

using up-to-date index readers. 

 
                                                        
7 http://lucene.apache.org/java/docs/ 
queryparsersyntax.html 

However, there is a disadvantage to this 

scheme; it is expensive to continually 

write the index to disk and recreate the 

handles into the index. Empirically, the 

performance we observed did not match 

the claims of 20MB/minute8; in one 

minute, the program would index 

approximately 150 documents 

representing about 150KB of data. A 

solution to this would be to batch similar 

operations together (for example, add 

operations), before flushing the index, 

although that would add more complexity 

to the interface of BBIndexAccessor. 

Limitations to queries 

Here, we consider the queries that Lucene 

allows us to perform as the primitives for 

the more sophisticated queries which we 

intend to support. For efficiency reasons, 

there are particular queries that are either 

expensive or not possible in Lucene. For 

example, Lucene restricts the occurrence 

of the * wildcard to the middle or end of a 

token, as the underlying data structures 

are not efficient when searching on a 

wildcard prefix. 

 

Also of interest is the fact that although 

Lucene offers the facility of ranges (for 

example pubDate: [19990101 TO 

20000506]), these are implemented in 

terms of a conjunction of the intervening 

dates. The number of terms in this 

expansion depends on the resolution given 

for that date field (the canonical date field 

in our system, cdate, stores the date to the 

nearest minute), but for large ranges with 

high resolution it is possible for Lucene to 

encounter the upper limit on the length in 

                                                        
8 http://lucene.apache.org/java/docs/features.html 
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terms of a query. It is possible to raise this 

limit, at a cost for search performance. 

Storage of user/project data 

As an aside, we decided to store user and 

project data as documents in the index as 

demonstrated by the inheritance hierarchy 

in Figure 4. Although adding complexity 

to what otherwise would have been a 

trivial part of the code, it confers the 

benefit of being able to search user data in 

exactly the same manner that one would 

be able to search documents that have 

been indexed. 

 

There were several difficulties with the 

implementation of a user and project 

system atop Lucene. Firstly, the fact that 

all Lucene fields are simply strings does 

not extend well to collections of strings; 

this was resolved by storing, for example, 

project keywords, as space-delimited 

strings. Secondly, there is a desire to 

reduce redundancy; for example, it would 

be redundant to store the projects with 

which a user is associated, as well as the 

users with which a project is associated. In 

this case, the data is stored once, in the 

projects field of users; the users field of 

projects is in fact dynamically generated 

by queries to Lucene. Although this is a 

neat solution on the server end, it poses 

problems when serialising objects for 

transmission to the client. 

Reader details 
As shown in Figure 7, we implemented 

several readers, some based on a common 

RSS feed-reading framework, and others 

independently based. 

B2evolution blog 

As with MoinMoin, the RSS feed offers us 

a mechanism for indexing data. In our 

system we have implemented a class 

RSSReader which extracts attributes of 

documents structured according to RSS 

2.0. 

 

The feed provides us these attributes:  

• title  

• link  

• pubDate  

• category  

• guid  

• description – the contents of 

the post in plain text  

• content:encoded – the post 

including formatting and markup  

• comments – a URL for the 

comments anchor of the post page  

 

Notably absent is an attribute for 

obtaining the name of the poster. For the 

time being we are able to extract the 

poster's name from the link field, which is 

a URL to the post itself containing the 

poster's name as a component: however 

this is not ideal as the representation is 

subject to change.  

MoinMoin wiki 

Once again an RSS feed is provided, with 

the following attributes:  

• title  

• link  

• date  

• description  

• contributor/Description/va

lue  

• version  

• status  



BigBrother TSP Project Report 

Page 13 of 17 

• diff  

• history  

 

The “diff” attribute is intended to contain 

a contextual representation of the changes 

performed on the page between two 

revisions. However, the contents of the 

'diff' attribute in the RSS feed are always 

the diff between the last and the current 

revision only. Whether this is a bug or by 

design is unclear, but if we are to extract 

diffs between other revisions there are two 

choices: modification of the MoinMoin 

source (which will make changes difficult 

to migrate to new versions of the wiki 

system), or extracting the diff content 

from the HTML. This approach is not 

optimal either, since the representation of 

the diff page may change between versions 

of the wiki software.  

Subversion 

Subversion installations optionally expose 

a RSS feed which is updated on each 

commit event. Since our approach to 

extracting information from the blog and 

wiki rely on the RSS feeds offered by each, 

it is straightforward to extend this 

Figure 7 The program comes with implementations of several readers. RSSReader is the base class for the 

SVNReader, WikiReader and BlogReader classes, as they are all based on RSS feeds. The MSN Messenger 

reader, however, is not based on RSSReader. The Transform set of classes allow for automatic extraction of 

compulsory fields such as author and cdate. “Mementos” are used by the RSSMementoManager to remember 

the last item in the feed that was examined. 
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functionality to tracking Subversion 

commits. 

 

The following fields are extracted by the 

SVNReader: 

• title 

• description 

• date 

• sourcePath 

• author 

• cdate 

• rev 

Instant messaging 

We implemented features to include 

Jabber-based and MSN Messenger-based 

recorded conversations into the index. 

 

Instant messaging poses interesting issues 

about the frequency of indexing; while it 

may be satisfactory for blog posts to be 

indexed once per minute, for an instant 

messaging conversation to be searchable, 

all messages would have to be indexed 

instantaneously, which does not sit well 

with the polling mechanism used by the 

indexer to retrieve documents in the 

incoming directory. This is future work, 

although the current implementation of 

the Jabber client, which is based on the 

Neutron bot9, has the following features: 

• It can be invited to a particular 

conference room to listen into a 

particular conversation, and all 

participants can control whether, at 

any particular time, the bot is logging 

the conversation by issuing commands 

(/muzzle and /unmuzzle) 

• Each distinct message from a user is 

an individual document. Messages that 

are sent temporally close to each other 

are considered part of the same 

conversation and are tagged with the 

same GUID, thus allowing all 

messages from the same conversation 

to be retrieved conveniently through 

this field. 

 

Disadvantages of the implementation 

include: 

                                                        
9 http://ejabberd.jabber.ru/neutron 

Figure 8 The simple command line client with a single query executed and results displayed. 
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• The previously mentioned polling 

interval of the indexer currently does 

not discriminate between document 

types. 

• A separate room needs to be created 

for each logged conversation that is 

happening concurrently. 

 

Directly connecting with the server to 

record conversations was considered, but 

the ViSLAB server did not support this 

feature at the time of the project. In 

addition, this removes a level of control 

over the bot that users previously had. 

 

The MSN Messenger log service operates 

rather differently; instead of attempting to 

retrieve messages during the conversation, 

the user is required to save the chat log to 

a text file, which is then uploaded using a 

web interface written in Python. The 

overarching consideration here was that 

the time we had did not permit close 

integration with the Microsoft client. 

Clients 

Command line client 

A simple command line client was 

implemented to demonstrate the 

client/server architecture and the 

querying capabilities of the system (Figure 

8). This client communicates with the 

server about queries and results using 

strings, and more complicated objects 

such as users via serialisation. 

Figure 9 The contributions viewer displaying the results of the query doctype:svnreader-1.0 OR 

doctype:blogreader-1.0 (all the SVN commits and blog posts). There are two (same-coloured) lines 

for each user, the first being the blog posts and the second being the Subversion commits. 
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Contributions viewer 

Similar to the work done by Viégas et al 

with the Wikipedia history viewer, we 

have implemented a contributions viewer 

that graphically represents the 

contributions by each of the users in each 

of the mediums represented (Figure 9). 

The graph grows downwards, and is a 

cumulative graph, so the area above a 

particular line represents the contribution 

made by a particular user in a particular 

medium. The size of the contribution is 

currently measured by the number of 

characters in the description field of the 

document, which is one of the mandated 

fields. 

 

The extension of this implementation over 

the Wikipedia history viewer is that it 

allows for the examination of 

contributions of users to arbitrary 

concepts, as well as to tangible items such 

as documents. For example, the 

contribution graph can be made to display 

the results of a query over all documents 

containing a certain keyword, thus 

potentially showing the contribution of 

users to a particular concept. 

 

The contributions viewer is also notable 

for demonstrating the potential of the 

system that we have constructed. Firstly, it 

makes use of the common fields that are 

presumed to exist in documents – the 

description, the author and the date in a 

canonical format. Secondly, it makes use 

of the user system to identify documents 

to users. For example, it is not uncommon 

for a user to have different usernames on 

different systems; the contributions 

viewer considers this when collating 

contributions. 

Future directions 
A project as open-ended as this affords 

many opportunities for future 

development. Accordingly, we will discuss 

several aspects that we feel are valuable 

options for expansion.  

Speech 

During the design phase, we considered 

methods of extracting data that can be 

indexed from voice media such as audio 

conversations, concentrating on ways in 

which such data could be indexed without 

metadata being explicitly added to the 

entry by the user. We identified 

requirements that would be necessary of a 

system implementing voice data as a 

source: notably, the recognition subsystem 

employed should be able to perform at a 

reasonable level of accuracy without first 

being trained with a particular user. Such 

engines perform best when the vocabulary 

is small (and fixed). In the context of our 

project, we surmised that we would have 

to maintain a small number of keywords 

that are likely to identify the topic of a 

conversation, and train the recognition 

subsystem to recognise this small subset 

of keywords in the audio stream. 

 

We chose not to pursue this any further in 

our current system, since voice chat is not 

as common a means of communication in 

ViSLAB as the other major sources.  

Learning techniques 

One of the major issues with techniques 

such as the RDF-based system mentioned 

in the Semantic Blogging paper involves 

the fact that metadata generally has to be 
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attached manually by the user. Being an 

extra burden placed upon the user, it is 

likely that tags will often be missing, 

uninformative or not detailed enough to 

enable queries of interest. 

 

One way to counterbalance this burden is 

to use methods to extract metadata that 

are more intelligent. These are not limited 

to named entity recognition for identifying 

dates and participants, classification 

techniques for grouping and categorising 

documents based on their content, and 

using bootstrapping techniques to grow 

sets of keywords associated with a given 

category of documents by adding other 

keywords which are found to collocate 

with high frequency. 

User interface 

The contributions viewer demonstrates 

the potential for rich graphical clients that 

interface with the system to display results 

in different ways; these could be expanded 

upon. Furthermore, the querying system 

relies on the Lucene query parser; while 

useable, it is somewhat unnatural, 

reducing useability. 

Privacy and access control 

A concern raised by the nature of such a 

system is whether certain media (notably 

instant messenger logs) should be 

searchable by all users with access to the 

system. An ideal way to alleviate this 

concern is by placing all parties involved 

in an instant messenger or group 

conversation in a position of control over 

whether the conversation is to be logged. 

Our idea is to approach this problem by 

implementing logging through a bot. A 

user wishing to log a conversation would 

explicitly invite a bot into the conversation. 

Subsequently its presence is visible to all 

parties involved. The bot can also be 

controlled (turned on and off) by any 

participant, thus leaving ultimate control 

with all stakeholders in the conversation. 

 

A second approach is to enforce access 

control depending on the user accessing 

the system. From the point of view of an 

information retrieval engine, this is simple 

enough: this may involve adding an 

unsearchable field in each document, 

which maintains an access control list. In 

Lucene, there are multiple ways of 

filtering returned results on arbitrary 

criteria10. 

Conclusion 
This report has outlined the motivation 

behind the project, some relevant 

background literature, the current system 

design and its justifications, 

implementation details and possible 

avenues for future exploration. As 

demonstrated by the results achieved by 

the contributions viewer, the indexer is 

able to supply useful information to clients 

to demonstrate information not otherwise 

available in the collaboration tools 

themselves. 
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